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ABSTRACT Obesity and diabetes represent escalating health challenges, exacerbated by the widespread
availability and convenience of processed foods. Automated dietary monitoring technologies offer valuable
support to individuals managing these conditions by helping them track and regulate their consumption,
particularly of high-calorie, sugar-rich foods. Toward this goal, this paper presents KediNet, a hybrid deep
learning architecture that combines the strengths of convolutional neural networks (CNNs) and vision
transformers (ViTs) for Thai dessert recognition. Our main contributions include: 1) the proposal of
KediNet, which outperforms nine state-of-the-art deep learning models; 2) a comprehensive comparison of
classification performance across different model architectures, image resolutions, and data augmentation
techniques; and 3) the creation of THDESS-20, a new publicly available dataset containing 5,242 images
across 20 classes of Thai desserts. Experimental results demonstrate that KediNet achieves 98.64% balanced
accuracy at 224 x 224 resolution, surpassing all other tested models even at higher resolutions, while
maintaining inference times suitable for mobile applications. Our analysis shows that KediNet effectively
extracts meaningful features from Thai dessert images despite their high intra-class variation and visual
similarities between classes. This work advances the field of food recognition for health applications while
addressing the specific challenges of ethnic cuisine classification.

INDEX TERMS Deep learning, food recognition, image classification, dessert.

I. INTRODUCTION

The global rise in obesity and diabetes has necessitated the
development of innovative tools for dietary monitoring and
management. With the increasing availability of high-calorie,
sugar-rich foods, particularly desserts, there is a growing need
for automated systems that can assist individuals in making
informed dietary choices. Thai desserts, known for their
unique flavors and intricate preparation methods, are often
high in sugar and calories, making them a significant concern
for individuals managing obesity or diabetes. Traditional
methods of dietary monitoring rely heavily on manual
logging, which is time-consuming and prone to human error.
Recent advancements in computer vision have opened new
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avenues for automating food recognition and classification,
offering a promising solution to this challenge.

The ability to accurately recognize desserts has signif-
icant implications for dietary monitoring, particularly for
individuals with obesity or diabetes. Obesity and diabetes
are major public health concerns, with both conditions
being closely linked to excessive sugar and calorie intake.
According to the World Health Organization (WHO), the
global prevalence of obesity was 16% for adults [1], while
the number of people with diabetes has quadrupled from
200 million in 1990 to 830 million in 2022 [2]. These trends
highlight the urgent need for effective dietary monitoring
tools that can help individuals manage their calorie and sugar
consumption. By automating the recognition of Thai desserts,
mobile applications utilizing our model can provide real-time
feedback on the nutritional content of these foods, enabling
users to make healthier dietary choices.
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Food recognition using deep learning has gained signifi-
cant attention in recent years due to its potential applications
in healthcare, nutrition, and dietary management. Several
studies have demonstrated the effectiveness of deep learning
models in recognizing and classifying various types of
food. For instance, [3] proposed a convolutional neural
network-based approach for food recognition, achieving high
accuracy in identifying diverse food items. Similarly, [4]
developed a deep learning model for calorie estimation from
food images, highlighting the potential of such systems in
dietary monitoring. These studies underscore the feasibility
of using deep learning for food-related applications, particu-
larly in the context of health management.
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FIGURE 1. Classification accuracy versus inference time tradeoff
comparison between our proposed architecture (KediNet) and
state-of-the-art vision classifiers at 224 x 224 and 512 x 512 image
resolutions (top-left corner is better).

Thai desserts, with their diverse textures, colors, and
shapes, present a unique challenge for automated recognition
systems. Unlike Western desserts, which often have more
uniform appearances, Thai desserts are characterized by
their intricate designs and variations in ingredients. This
complexity necessitates the search for the optimal models for
identifying and classifying these desserts. Recent research
has explored the use of deep learning for recognizing
ethnic and regional foods. For example, [5] applied deep
learning techniques to classify traditional Japanese dishes,
demonstrating the adaptability of these models to culturally
specific cuisines. Building on these findings, our study aims
to develop a deep learning model tailored for Thai dessert
recognition.

The development of a Thai dessert recognition model also
presents several technical challenges. One of the primary
challenges is the lack of large, annotated datasets specifically
for Thai desserts. While there are several publicly available
datasets for food recognition, such as Food-101 [6] and UEC-
Food256 [7], these datasets are predominantly focused on
Western and East Asian cuisines. To address this gap, our
study involves the creation of THDESS-20, a dataset of
annotated Thai dessert images. The dataset is made publicly
available for researchers, and we hope it will serve as a
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valuable resource for future research in food recognition and
related fields.

Convolutional neural networks (CNNs) and vision trans-
formers (ViTs) are two classes of deep learning vision models
that have demonstrated remarkable classification perfor-
mance in various computer vision tasks. CNNs progressively
process input images in multiple layers, focusing on local
features. ViTs divide an image into non-overlapping patches
and use the attention mechanism to recognize features based
on the global context [8]. CNNs are generally faster and
require less data than ViTs. However, ViTs scale better with
model size, image resolution, and dataset size. In this work,
we propose a new deep learning model, KediNet, for the
dessert recognition task. KediNet employs both CNN and ViT
to take advantage of both models’ strengths while keeping
the computational requirements low enough to be used in a
mobile device. Fig. 1 illustrates the prediction performance
of KediNet in comparison to state-of-the-art CNNs and ViTs.

In dietary monitoring applications, automatic food identi-
fication is only the first step. The second step, food volume
estimation, is equally important, as it allows estimation
of calorie and nutritional content. Current methodologies
typically use one or more food images and other informa-
tion to construct three-dimensional models. References [9]
and [10] employed two food images for three-dimensional
reconstruction, while [4] used a CNN model for object
depth prediction. After estimating food volume, the system
consults a food database to infer the corresponding calorie
and nutritional content. Since these two steps operate
independently, any food volume estimation technique can
be paired with any food recognition method. Consequently,
advances in either area will enhance the overall effectiveness
of food logging systems.

In conclusion, the development of a deep learning-based
Thai dessert recognition model has the potential to make
significant contributions to healthcare and wellbeing.
By enabling real-time dietary monitoring, the model can
assist individuals in managing their calorie and sugar
intake, thereby supporting efforts to combat obesity and
diabetes. The technical challenges associated with this task,
including the need for specialized datasets and robust models,
highlight the importance of continued research in this area.
Our study represents a step forward in addressing these
challenges, with the ultimate goal of creating a practical and
effective tool for dessert recognition.

The contributions of this study can be summarized as
follows:

1) We proposed KediNet, an efficient hybrid deep
learning architecture that outperforms state-of-the-art
models.

2) We performed a comprehensive comparison of
KediNet and nine deep learning models in the dessert
recognition task at different image resolutions.

3) We compiled THDESS-20, a new Thai dessert dataset
with 5,242 images in 20 classes, made publicly
available to other researchers.
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Il. RELATED WORK

A. VISUAL FOOD RECOGNITION DATASETS

The task of visual food recognition involves developing a
model that can categorize each food image into predeter-
mined classes. Many public datasets have been created and
can be used to train and evaluate models. Table 1 lists such
datasets along with their characteristics.

TABLE 1. Public datasets for visual food recognition.

.. Include

Dataset Images Classes Cuisine(s) Desserts
Food2K [11] 1,036,564 2,000 Chinese Yes
ISTA Food-500 [12] 399,726 500 Mixed Yes
ISTA Food-200 [13] 197,323 200 Mixed Yes
CNFOOD-241 [14] 191,811 241 Chinese Yes
ChineseFoodNet [15] 185,628 208 Chinese Yes
VegFru [16] 160,731 292 Fruit & Veg. No
FoodX-251 [17] 158,000 251 Mixed Yes
ETHZ Food-101 [6] 101,000 101 Western Yes
Fruits-360 [18] 90,483 131 Fruit & Veg. No
THFOOD-100 [19] 53,459 100 Thai No
UEC-Food256 [7] 31,395 256 Mixed Yes
MAFood-121 [20] 21,175 121 Mixed No
FruitNet [21] 19,526 6 Fruit No
FruitVeg-81 [22] 15,737 81 Fruit & Veg. No
THFOOD-50 [23] 15,688 50 Thai No
UEC-Food100 [24] 14,361 100 Japanese No
UNICT-FD1200 [25] 4,754 1,200 Mixed Yes
PFID [26] 4,545 101 American Yes
Sushi-50 [27] 3,963 50 Japanese No
UNICT-FD889 [28] 3,583 889 Mixed Yes
FooDD [29] 3,000 23 Generic No
ECUSTEFD [30] 2,978 19 Generic Yes

Food-101 is one of the most widely used benchmarks
containing 101,000 images across 101 food categories [6].
The ISIA Food-200, ISIA Food-500, and Food2K datasets
further expanded the scope to 200, 500, and 2,000 food
categories, significantly improving the diversity of food
datasets [11], [12], [13]. Although many of these datasets
do include desserts and snacks, the dessert classes usually
make up only a small portion of all classes. For instance,
Food-101 contains only 19 dessert categories [31]. Given
that one of the main use cases for food recognition is food
logging for weight control and diabetes patients, being able to
recognize a large number of desserts is of particular interest.
The technology also has significant prospects for food safety
in tourism, as demonstrated by [32], where deep learning
models were deployed to help visitors evaluate food quality
and safety while exploring local cuisines.

Visual appearances of desserts can be quite distinct from
the main dishes, and the difference between many desserts in
the same category such as pastry or cake can be subtle. The
unique characteristics of Thai desserts include the frequent
use of coconut milk, toppings, and sauces. In this work,
we evaluate the models using food images taken by users in an
uncontrolled manner as opposed to those taken in a laboratory
setting, because it would be closer to the real use of such
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models in a food logging mobile application. This approach is
especially necessary for tourism applications, where varying
lighting conditions and presentation styles must be accounted
for.

B. DESSERT RECOGNITION

Research studies focusing on dessert recognition are scarce.
[33] used four pretrained CNN models: AlexNet, GoogleNet,
ResNet50, and MobileNet to extract visual features from
images of local desserts in Kinmen region of Taiwan.
Dimensionality reduction was performed on the extracted
features using t-distributed stochastic neighbor embedding
(t-SNE) and principal component analysis (PCA). The data
points were then clustered using k-nearest neighbor (k-NN)
and k-means. Experiments with 1,000 dessert images demon-
strated that t-SNE produced significantly higher accuracy
than PCA, and k-means resulted in better clusters than k-NN.
Overall, ResNet50 with t-SNE and k-means produced highest
accuracy of 99%. [31] proposed using CNN models for the
binary classification task of distinguishing desserts from non-
desserts. The models used included InceptionV3, ResNet101,
VGG16, and MobileNet. The models were evaluated using
the Food-101 dataset adapted by grouping the 19 dessert
classes and the 82 non-dessert classes together. InceptionV3
with finetuning achieved highest classification accuracy of
96.16%. [34] created a dataset of Bangladeshi dessert images
with 4,118 images in 27 classes. Five CNN models were
compared: DenseNet, MobileNet, VGG16, VGG19, and
Xception. The top test accuracy of 98% was obtained by
MobileNet. These studies used dated classification models
and the comparisons of models and configurations are not
comprehensive enough. In our study we will compare nine
state-of-the-art CNN’s and ViTs and analyze how factors such
as image resolution and data augmentation methods affect
classification accuracy.

Ill. METHODOLOGY
A. OVERVIEW
Fig. 2 illustrates the overall workflow of our proposed
method. We began by compiling a new Thai dessert image
dataset called THDESS-20, with images collected from
various Internet sources. These images underwent quality
screening, cropping to remove irrelevant parts, and manual
labeling. The dataset was divided into training and test sets
(for brevity, validation set and hyperparameter tuning details
are omitted). The training set was used to train models,
which were subsequently employed as classifiers to predict
dessert types in previously unseen images from the test set.
Classification accuracy across the entire test set was reported
and used for model comparison.

The following sections describe each stage and component
of our study in greater detail.

B. DATASET
We aimed to classify Thai desserts and snacks, collectively
referred to in Thai as ‘“khanom.” For simplicity, we will
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FIGURE 2. Overview diagram showing the workflow of the proposed method.

refer to both as desserts throughout this paper. Given the
absence of existing Thai dessert datasets, we compiled a new
collection called THDESS-20" specifically for this study. The
images were collected primarily from Wongnai, a restaurant
review platform that allows users to upload images and write
reviews. Additional images were obtained from social media
and image-sharing platforms such as Facebook, Instagram,
and Flickr. Our data collection and preprocessing involved
the following steps:

1) Restaurant search: We browsed for popular dessert
restaurants and search for establishments using com-
mon dessert names on Wongnai. Collecting images
from diverse restaurants allowed our dataset to better
reflect the variations in dessert appearance encountered
in real-world settings.

2) Image collection: We gathered user-uploaded images
for each restaurant, along with user-provided labels
when available. We always selected the highest reso-
lution version when multiple options were provided.
Most images’s dimensions exceeded 1,000 x 1,000
pixels.

3) Image filtering: The collected images were manually
filtered to include only Thai desserts. Low-quality

1Publicly available at https://github.com/Nawanol T/THDESS-20.
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images—including those that were blurry, too dark, too
bright, or taken from poor angles—were eliminated.

4) Image labeling: We manually labeled all images,
removing those we could not confidently identify.
Even when users provided labels, we verified their
correctness.

5) Obtaining additional images: We collected supple-
mentary images from various Internet sources for the
top 20 classes until each class contained at least
200 images. This ensured sufficient visual patterns for
model training across all classes.

6) Image cropping: Each image was manually cropped to
remove irrelevant background elements and the dessert
itself fills the image frame. This reduced potential
confusion between food items and unrelated objects.

7) Duplicate image removal: Duplicate and near-duplicate
images were eliminated using human reviewers
assisted by duplicate image detection software.
Multiple images of the same food item were considered
duplicates only when camera angles were identical.

The final dataset contains 5,242 images across 20 classes,

with each class containing 202-714 images (262 on average).
We divided the dataset into the training, validation, and test
subsets with a ratio of 60:20:20. Table 2 lists the number of
images in each class.
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The desserts can be categorized by preparation method into
three groups: steaming, frying, and boiling. Fig. 3 illustrates
the relative size of each class and group. All three preparation
methods are well-represented, with frying accounting for the
largest share of dessert types and images. Representative
images of all 20 desserts are depicted in Fig. 4.

TABLE 2. Number of images in each class in our dessert dataset.

Class Train Val Test  Total
Bua Loi 428 142 144 714
Mango with Sticky Rice 307 102 103 512
Khao Lam 173 57 59 289
Khanom Bueang 159 53 53 265
Lod Chong Singapore 155 51 53 259
Pa Thong Ko 138 46 47 231
Khanom Babin 138 46 46 230
Thapthim Krop 137 45 47 229
Bananas in Syrup 135 45 45 225
Khanom Krok 135 45 45 225
O Eo 132 44 44 220
Khanom Tuai 127 42 43 212
Soy Milk 123 41 42 206
Fried Banana 123 41 41 205
Khao Tom Mat 123 41 41 205

Khanom Krok Bai Toei 122 40 42 204
Khanom Thang Taek 121 40 42 203

Roti 121 40 42 203

Ta Ko 121 40 42 203
Roti Sai Mai 121 40 41 202

Total 3,139 1,041 1,062 5,242

Khanom
Krok Bai Toei

FIGURE 3. A visualization of the relative sizes of the classes, categorized
by preparation method.

Some classes exhibit striking visual similarities that
may challenge even human identification. Fig. 5 presents
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examples of such visually similar desserts. These are
generally items prepared using the same cooking method and
topped with similar ingredients. Despite their comparable
appearance, these desserts differ noticeably in texture and
taste. For example:
« Bua Loi is made with coconut milk, which contains more
fat than soy milk and lacks soy’s distinctive flavor.
o Khanom Bueang’s flour is thin and crispy, while
Khanom Thang Taek’s is thick and soft.
o Khanom Tuai and Ta Ko differ subtly in taste but can be
more easily distinguished by their circular and square
shapes, respectively.

TABLE 3. Models included in the evaluation.

Model Type Parameters
MaxViT-Tiny [35] Hybrid 309 M
SwinV2-Tiny [36] ViT 284 M
InceptionV3 [37] CNN 272 M

ResNet50 [38] CNN 25.6 M
EfficientNetV2S [39] CNN 21.5M
DenseNet201 [40] CNN 20.0 M
RegNetY-3.2GF [41] CNN 153 M
MobileNetV4-Hybrid-M [42] CNN 11.1 M
KediNet (ours) Hybrid 45.6 M
MobileNetV3Large [43] CNN 55M

Thai desserts exhibit high intra-class variation. Multiple
options for toppings, fillings, and sauces mean that even
desserts from the same restaurant may appear different.
In some cases, the view of the dessert is obscured by shaved
ice, wrappings, or packaging. Some desserts are submerged
in coconut milk or soymilk and cannot be clearly seen.
These factors make Thai dessert classification particularly
challenging for computer vision models.

C. MODELS

Convolutional Neural Networks (CNNs) are artificial neural
networks designed to detect patterns regardless of their
locations. This property makes CNNs particularly effective
for image recognition and classification, as the location-
invariant feature allows the model to group similar patterns
at different locations and thus generalize better.

Vision Transformers (ViTs) [8] represent a recently
developed class of artificial neural networks adapted from
transformers used in natural language processing for vision
tasks. While numerous CNN and ViT architectures have
been developed, most are relatively large models with high
computational requirements for both training and inference.

In this work, we focus on relatively small models that can
run on mobile devices such as smartphones, where inferences
can be made within seconds. We selected efficient, commonly
used recent CNN and ViT models to compare against our
proposed architecture. These models and their characteristics
are listed in Table 3.
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Roti Roti Sai Mai

FIGURE 4. Representative images of Thai desserts in 20 classes.

For deep learning models to perform well, substantial
training data is required. Since data is often scarce, transfer
learning [44] enables training on a large dataset of different
types (e.g., everyday objects) before adapting the model to
a smaller target dataset (e.g., Thai desserts). This adaptation
involves replacing the original output layer with a new one
having the appropriate number of classes for the target
dataset, then training this new layer using the target data.

Although source and target datasets may belong to
different domains with distinct patterns, transfer learning has
proven highly effective [45]. After the transfer learning step,
the entire model may optionally be fine-tuned to better fit the
target dataset. In this study, we perform both transfer learning
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Soy Milk

Ta Ko Thapthim Krop

and fine-tuning, as we have empirically found that both steps
are necessary to achieve optimal results.

D. KediNet

In this section, we present KediNet, our proposed hybrid deep
neural network that integrates elements from both CNNs and
ViTs. Fig. 6 illustrates KediNet’s architecture. The network
consists of two parallel branches, ViT on the left and CNN on
the right. Each branch extracts visual features from the input
image, which are then pooled using global average pooling
layers. A dropout layer is employed to reduce overfitting. The
features from the two branches are subsequently concatenated
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Ta Ko

FIGURE 5. Examples of dessert classes with similar appearance.

Khanom Tuai

and fully connected to the output layer, where class labels are
represented using one-hot encoding.

We utilize both ViT and CNN architectures because,
despite similar prediction performance, these approaches
exhibit different strengths and weaknesses. To maximize
cooperation between the two modules—allowing each to uti-
lize the other’s strengths and compensate for weaknesses—
we train and fine-tune both components simultaneously.
This approach differs from previous studies that combine
separately trained models in an ensemble and then attempt
to reconcile disagreements in their outputs [46], [47],
[48], [49].

The ViT module is based on SwinV2 [36], which partition
the image into small patches which are used to compute self-
attention locally. The information is propagated to provide
global context through the shifted window mechanism. This
approach is more computationally efficient than the standard
global self-attention.
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The CNN module is based on RegNet [41]. RegNet is a
CNN with standard features developed by searching for effi-
cient architectures in a designated parameter space. We used
the Y variant which utilizes the inverted residual blocks
(MBConv) [50]. The first convolutional layer extracts simple
patterns while halving the feature dimensions. Four stages of
MBConv blocks follow, each halving the feature dimensions
with progressively increasing number of channels.

Input (224 x 224)
'
Patch Partition, 48 3x3 Conv, 32
(56 x 56) (112x 112)

~ | LinearEmbedding | -~
® ® MBConv, 72
8 0| Swin Tr. Block, 96 g (56 x 56)
) (56 x 56) »
[\ [ Patch Mergmg ] o —
o o 5 MBConv, 216
& py| SwinTr. Block, 192 g (28 x 28)
n (28 x 28) 2 —
™ [ Patch Merglng ] ® —_—r
9 S 43 MBConv, 576
S Swin Tr. Block, 384 = X (14 x 14)
@ (14 x 14) o —
< [ Patch Mergmg | - PR SE—
o} [} MBConv, 1512
& 5[ SwinTr. Block, 768 g W 7x7)
o = 7 x 7) »

[ Global Avg. Pool | [ Global Avg. Pool |

[ Dropout ] [ Dropout ]

¥
[ Concatenated Layer, 2280 ]

FIGURE 6. The architecture of our proposed hybrid architecture, KediNet.
Swin Tr. Block stands for Swin Transformer Block. Number of channels of
each block is specified after the block name. Feature dimensions at each
stage are given in parentheses assuming 224 x 224 input resolution. The
network is compatible with images of arbitrary resolutions.

IV. RESULTS

We evaluated the models using the following experiments:
1) model comparison at two image resolutions, and 2)
comparison of data augmentation methods. We then ana-
lyzed the misclassifications, investigated the computational
requirements of the models, and created a visualization of the
extracted features.

A. PERFORMANCE METRIC

The evaluation of image classification most commonly
employs accuracy as the performance metric. Accuracy is
defined as the number of correctly classified images divided
by the total number of images and ranges from 0 to 1. While
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it is simple and straightforward, it is biased in the case of
unbalanced datasets. As each image of the test set is given
an equal weight, classes with higher numbers of images
proportionately influence the accuracy metric. This can be
desirable in cases where the class distribution of the test set is
similar to the real-world distribution and we wish to put more
weight to larger classes. However, for THDESS-20, the class
distribution of the test set does not necessarily follow the real-
world distribution, as consumers are less likely to take photos
of desserts they perceive as unremarkable.

To eliminate class bias, we considered all classes equally
important and used balanced accuracy (BA) as the perfor-
mance metric. BA is defined as

1< TP

BA= mZTPi—FFNi’ %
where m is the number of classes and TP; and FN; are the
numbers of true positives and false negatives for class i,
respectively. It can be viewed as either the weighted accuracy
where each data point is weighted inversely proportional to
its class size, or the mean of the classes’ recall. BA ranges
from O to 1, similarly to accuracy.

B. EXPERIMENT SETUP

All CNN and ViT models were pretrained using the
ImageNet-1K dataset [51] at 224 x 224 image resolution.
We used the default pretrained weights provided by the
PyTorch library. The pretrained models were modified for use
with our Thai dessert dataset by replacing the original output
layer with a new output layer with 20 classes. This new output
layer was trained during the transfer learning step, and the
entire model was finetuned using lower learning rates in the
finetuning step. A dropout layer was placed before the output
layer, if one does not already exist.

Table 4 presents the hyperparameters used in the transfer
learning step and the finetuning step. SGD stands for
stochastic gradient descent, and CLR stands for cyclical
learning rates [52]. We used the CLR triangular policy with
initial learning rate of 0.05 of the maximum learning rate.
Cosine decay was used with a linear 0.5 epoch warmup to
improve stability. The optimizer, learning rate schedule, and
learning rates were optimized separately for each model and
each step. To ensure the model gives equal weight to each
class, the loss function was weighted inversely proportional to
the class size. Each image was cropped to square size before it
was resized to the specified dimensions. Data augmentation
was implemented as the first layer of the model, randomly
transforming images on the fly during the training process.
Each configuration was repeated at least three times, and the
average metric is reported.

All models were implemented using the PyTorch library.
Experiments were conducted on a machine with a 2.5 GHz
(up to 4.4 GHz) Intel Core i5-12400F CPU (central process-
ing unit), 64 gigabytes of memory, and an Nvidia GeForce
RTX 3090 GPU (graphic processing unit) running the Ubuntu
24.04 operating system.

86942

TABLE 4. Transfer learning and finetuning hyperparameters for all
models.

Hyperparameter Value
Batch Size 128
Optimizer Best of {AdamW, SGD, Nesterov}
Momentum 0.9 for SGD and Nesterov only
Weight Decay le-5
LR Schedule Best of {CLR, Cosine Decay}
Training Length 20 epochs
Image Cropping Center-crop to square size

224 x 224 and 512 x 512
Data Augmentation Random zooming
Dropout Rate 0.2
Label Smoothing None
Loss Function Categorical cross-entropy

Image Dimension

KediNet

RegNetY-3.2GF

DenseNet201

MaxViT-Tiny

EfficientNetV2S

SwinV2-Tiny

ResNet50

MobileNetV3Large

InceptionV3

B 512x512
. 224x224

MobileNetV4

Average

0.93 0.94 0.95 0.96 0.97 0.98 0.99
Balanced Accuracy

FIGURE 7. Comparison of models’ balanced accuracy at different image
resolutions.

C. MODEL COMPARISON
In this section we compare the prediction accuracy of
KediNet against nine other models at two image resolutions:
224 x 224 and 512 x 512. The results are presented in Fig. 7.
At image resolution of 224 x 224, the models’ balanced
accuracy varied significantly. KediNet produced impressive
balanced accuracy of 0.9864, surpassing the next-performing
model, SwinV2-Tiny, by almost a whole percentage point
(an error rate reduction of 40%). An earlier work [19]
has demonstrated that Swin Transformer V2 excels at
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lower image resolutions, so the results are similar to the
expectation. KediNet was able to surpass Swin Transformer
alone because in addition to its ViT branch, the CNN branch
based on RegNet could effectively compensate for the ViT’s
weaknesses. Furthermore, the model has more parameters
available to capture the diverse visual patterns. The margins
of difference between the remaining models were relatively
small. The average balanced accuracy across all models was
0.9644.

Thanks to CNNs’ and ViTs’ flexibility, the model trained
at one image resolution can be directly used or adapted using
transfer learning to be used with images of other resolutions.
We took all ten models trained with the ImageNet dataset
at the 224 x 224 resolution and finetuned them on the
512x 512 resolution. The results demonstrated that increasing
the image resolution tended to improve the classification
accuracy as expected. All models produced significantly
better accuracy except two: KediNet and SwinV2-Tiny,
where the accuracy regresses slightly. As KediNet is partly
based on the Swin transformer, it was not surprising to see
that the two models exhibited similar behavior. It could be
that the patterns and representations learned by the attention
mechanism did not transfer well between image resolutions,
or the models started to overfit at the higher resolution.
However, as training and inferences at lower image resolution
require significantly lower computations (proportional to
the number of pixels in the images), we can simply train
and use these two models at lower resolution without any
drawbacks. In fact, it is remarkable that KediNet achieves
higher accuracy at the 224 x 224 resolution than any other
model at any resolution. At the 512 x 512 resolution, the top
five models had similar accuracy, with RegNetY-3.2GF in the
lead, followed by DenseNet201, KediNet, MaxViT-Tiny, and
EfficientNetV2S.

D. DATA AUGMENTATION

Data augmentation is a technique that can improve generaliz-
ability and reduce model overfitting. It is particularly useful
when working with small training datasets such as THDESS-
20. It works by transforming images in a way that objects
in question are still recognizable. In this experiment we
evaluated whether data augmentation reduced classification
errors and which combination of data augmentation methods
was most effective.

For this experiment, we used the top model from the
previous experiment: KediNet. We compared the following
data augmentation methods: random zooming, random rota-
tion, random cropping, random horizonal flipping, random
brightness adjustment, and random contrast adjustment. The
parameters of each method are listed in Table 5. Images
underwent the transformations only during model training.
In the case of random cropping, images were center-cropped
in the validation and testing phase in order to keep the image
resolution consistent with the training phase. We performed
the comparison at both 224 x 224 and 512 x 512 image
resolutions. We repeated each configuration five times.
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Statistical significance tests were performed using one-tailed
unpaired t-tests with the hypothesis that data augmentation
improves balanced accuracy.

TABLE 5. Parameters of data augmentation methods.

Data Parameter
Augmentation
Method
Zooming Zoom ratio in [1, 1.43]
Rotation Rotation angle in [—15, 15] degrees
Cropping Crop size is 87.5% for each dimension

Horizontal Flipping Flipping probability = 0.5

Brightness Adj. Adjustment intensity in [—0.2, 0.1] relative
to maximum pixel value (255)
Contrast Adj. Adjustment intensity in [—0.2, 0.2]

TABLE 6. Comparison of balanced accuracy with different data
augmentation methods at two image resolutions. p-values lower than
0.05 are bolded.

Method 224 x 224 p-value 512 x 512 p-value
None 0.9844 (baseline) 0.9816 (baseline)
Zooming 0.9864 0.0522 0.9837 0.2230
Rotation 0.9851 0.2882 0.9837 0.2516
Cropping 0.9848 0.4015 0.9786 0.8150
Horiz. Flipping 0.9840 0.5819 0.9814 0.5321
Brightness Adj. 0.9862 0.0469 0.9791 0.7479
Contrast 0.9845 0.4517 0.9803 0.6144
Zooming & 0.9841 0.5956 N/A N/A
Brightness Adj.
Zooming & 0.9843 0.5230 0.9840 0.0903
Rotation
Brightness Adj. & 0.9848 0.4316 N/A N/A
Rotation

The results are presented in Table 6. Among single
transformations, random zooming gave the biggest accu-
racy improvement for both image resolutions. However,
only brightness adjustment produced statistically signifi-
cant improvement (p-value=0.0469), and only at 224 x
224 resolution. As multiple transformations can be employed
simultaneously, we next considered pairing the top transfor-
mations of each image resolution (three for 224 x 224 and
two for 512 x 512). All three combinations at 224 x
224 worsened the accuracy compared to either transformation
alone. However, at 512 x 512, random zooming and rotation
worked well together, slightly improving the results further,
although the difference was still not statistically significant.

Overall, some data augmentation methods, especially
random zooming, slightly lowered error rates by 12-13%
at both image resolutions. However, choosing a proper
transformation is critical, as inappropriate ones can be
detrimental to classification accuracy.
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Predicted Class
ID True Class Total | Recall
1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20
1 Khanom Bueang| 53 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 53 1.0000
2 PaThongKol O 46 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 47 0.9787
3 Khanom Babin| 0 046 O 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 46 1.0000
4 Khanom Krok| O 0 0 4 O 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 45 1.0000
5 Fried Banana| O 0 0 041 O 0 0 0 0 0 0 0 0 0 0 0 0 0 0 41 1.0000
6 Khanom Krok Bai Toei| 0 0 0 0 0 42 O 0 0 0 0 0 0 0 0 0 0 0 0 0 42 1.0000
7 Roti| O 0 0 0 0 041 O 0 0 0 0 0 0 0 0 08 O 0 0 42 0.9762
8 Khanom Thang Taek| 1 0 0 0 0 0 0 40 O 0 0 0 0 0 0 08 O 0 0 0 42 0.9524
9 Roti Sai Mai| 0 0 0 0 0 0 0 0 40 O 0 0 0 0 0 0 0 0 08 O 41 0.9756
10 Bua Loif 0 0 0 0 0 0 0 0 0 142 06 1 0 0 0 0 0 0 0 0 144 | 0.9861
11 Lod Chong Singapore| 0 0 0 0 0 0 0 0 0 1 52 0 0 0 0 0 0 0 0 0 53 0.9811
12 Thapthim Krop| O 0 0 0 0 0 0 0 0 - 04 0 02 O 0 0 0 0 0 47 0.9362
13 Bananas in Syrup| O 0 0 0 0 0 0 0 0 0 0 045 O 0 0 0 0 0 0 45 1.0000
14 OEo| O 0 0 0 0 0 0 0 0 0 0 0 044 O 0 0 0 0 0 44 1.0000
15 Soy Milk| 0 0 0 0 0 0 0 0 0 04 1 0 0 0 40 O 0 0 0 1 42 0.9524
16 Mango with Sticky Rice| 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 (103 O 0 0 0 103 1.0000
17 Khao Lam| 0.8 0 0 0 0 0 02 02 O 0 0 0 0 0 0 06 &7 O 0 0 59 0.9661
18 Khanom Tuai| 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 043 O 0 43 1.0000
19 Khao Tom Mat| 0 0 0 0 0 0 0 0 0 0 0 0O 02 0 04 O 0 0 40 O 41 0.9756
20 TaKo| 0O 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 | 42 42 1.0000
Precision|0.97 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.97 0.97 0.98 0.97 1.00 0.99 0.99 0.99 1.00 0.98 0.98

FIGURE 8. Confusion matrix of KediNet (averaged across five runs). Desserts are grouped based on preparation method: frying (blue), boiling (orange),

and steaming (green).

E. DETAILED ANALYSIS

We investigated KediNet’s misclassifications by examining
its confusion matrix. A confusion matrix shows how many
images belonging to class i are predicted as class j by the
model for all pairs of i and j. To capture variation across
runs, we computed the average confusion matrix across five
runs, presented in Fig. 8. The blue cells on the diagonal
line represent correct classifications, while red nonzero cells
elsewhere represent misclassifications. The top two classes
involved in the misclassfications were Bua Loi and Khao
Lam, accounting for 38% and 18% of all errors, respectively.
Other misclassifications tended to spread around many
classes. As the biggest single source of misclassifications was
Thapthim Krop misclassified as Bua Loi, we will focus on
this particular case.

Thapthim Krop, or “Crispy Rubies” is made of cubes of
water chestnuts dyed in red and served in coconut milk with
ice cubes or shaved ice. Bua Loi, or ““Floating Water Lily” is
made of rice flour rolled into balls and served in coconut milk.
Although their shapes are similar, the two desserts can be
easily distinguished by their colors. Thapthim Krop is always
red, while Bua Loi is made with many colors, except red. The
three images of Thapthim Krop misclassified as Bua Loi are
depicted in the top row of Fig. 9, with training images of Bua
Loi in the bottom row. In the first image the model likely
confused ice cubes with Bua Loi balls due to their circular
shapes. In the second image, the water chestnuts were dyed
in various colors. Such nonstandard appearance can confuse
humans as well. In the third image, various colorful toppings
were added to Thapthim Krop, leading to the confusion. All
of these cases fall into the category of a new visual pattern
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Thapthim Krop misclassified as Bua Loi

Bua Loi

FIGURE 9. Images of Thapthim Krop misclassified as Bua Loi and training
images of Bua Loi.

previously unseen in the training set, and it was difficult
for the model to decide whether shapes, colors, or textures
were more important. On the other hand, humans have the
advantage of having a lifetime of experience incomparable
to the hundreds of training images per class, allowing us to
identify objects better.

F. TRAINING AND INFERENCE TIME

To evaluate the feasibility of using these models on mobile
devices, we started by comparing the models’ training
and inference time on our testbed. Inference time is more
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FIGURE 10. Model training time and inference time.

critical as a longer inference incurs longer latency directly
experienced by the user. Model training can be done offline
and consequently does not directly affect user experience.
However, with the current growth of data on the Internet,
training, comparing, and optimizing hyperparameters of
deep learning models incur significant computational costs.
Efficient deep learning models with low computational
requirements and high classification accuracy are therefore
desirable in both stages.

As pretrained models are readily available on most deep
learning libraries, we only considered training time during
the transfer learning step and the finetuning step. A single
Nvidia GeForce RTX 3090 GPU was used, and parallel image
loading threads were used to ensure the GPU was always fully
utilized. We also compared the models’ inference time. The
models were given a large batch of images to classify, and the
average inference time per image is reported.

Fig. 10 presents the models’ training time and inference
time. Training deep learning models took 1-8 minutes at
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224 x 224 resolution and 5—41 minutes at 512 x 512 resolution
on our testbed. Moving from 224 x 224 to the 512 x
512 resolution increased training time five folds, which is as
expected as the amount of computation is proportional to the
number of pixels in the images. KediNet took longest to train
when compared to other models at the same resolution due
to its two separate branches invoking separate computation.
However, as earlier results showed, KediNet excels at lower
image resolution, so it should only be used with 224 x
224 images. All models except MobileNetV3Large required
longer training time at the 512 x 512 resolution than KediNet
at the 224 x 224 resolution.

The trends of inference time closely followed those of
training time. To fairly compare all models at both image
resolutions, we plot each model’s balanced accuracy versus
inference time in Fig. 1. KediNet not only surpassed all
other models’ accuracy, but it did so using less computation
resources than most models at the 512 x 512 resolu-
tion. Although other models had lower inference time at

86945



IEEE Access

N. Theera-Ampornpunt et al.: KediNet: A Hybrid Deep Learning Architecture

224 x 224 resolution, their predictions were less accurate than
KediNet.

For reference, single-image end-to-end inference time of
ResNet50 on a 2017 Xiaomi Mi 6 smartphone is 230 ms on
CPU and 52 ms on GPU at the 224 x 224 resolution [53].
Based on our results, we can infer that KediNet’s single-
image inference time would be 820 ms on CPU and 185 ms
on GPU. Both are still within the acceptable range for the
food logging use case. However, the inference latency with
a slow model at the 512 x 512 image resolution running on
CPU would start to become noticeable to the user.

In addition to MobileNet families of architectures, there are
many CNN architectures designed for mobile and embedded
devices [54], [55], [56], [57], [58]. These CNNs certainly
require lower computational power than KediNet, but their
classification accuracy is likely to be lower as well due
to lower parameter and floating-point operation (FLOP)
counts. KediNet’s larger size and complexity can result in
unacceptable delays with the high image resolution of 512 x
512. Fortunately, it achieves high accuracy even with the
lower image resolution of 224 x 224, making it practical for
use in the current mobile devices.

@ Khanom Babin Khanom Bueang @ Roti
Bananas in Syrup . Khao Lam Roti Sai Mai
@ Bua Loi Khao Tom Mat Soy Milk
Fried Banana . Lod Chong Singapore Ta Ko
@ Khanom Krok Mango with Sticky Rice @ Thabthim Krop
Khanom Krok Bai Toei @ O Eo Khanom Thang Taek
@ Khanom Tuai Pa Thong Ko

FIGURE 11. Visualization of KediNet's extracted features using t-SNE.

G. VISUALIZATION OF EXTRACTED FEATURES
KediNet extracts 2,280 high-level visual features in the last
layer before the output layer. We used t-SNE [59] to create a
two-dimensional visualization of the features extracted from
THDESS-20, presented in Fig. 11.

The t-SNE visualization reveals distinct clustering among
the 20 classes, with most data points forming clear, separate
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clusters. While some points overlap between clusters, likely
representing misclassified images, an interesting pattern
emerged: three desserts—Khanom Tuai, Pa Thong Ko, and
Roti Sai Mai—each split into two distinct clusters. Further
analysis of these cases revealed systematic variations in visual
appearance, illustrated in Fig. 12.

Roti Sai Mai

FIGURE 12. Desserts that are divided into two clusters. On each row, two
images on the left and two on the right belong to different clusters.

Khanom Tuai exhibits two distinct presentations based
on serving method. When served traditionally, the dessert
remains in small cups for immediate consumption. However,
for takeout orders, it is removed from the cups and arranged
in packaging. The dessert’s uniform white color makes
individual pieces less distinct in the packaged form compared
to the cup-served presentation.

Pa Thong Ko, Thai-style Chinese crullers, also demon-
strates variation based on serving style. The traditional
presentation offers the cruller whole, while an alternative
serving method involves cutting it into small pieces and
drizzling it with sweet sauces such as Pandan Kaya or
sweetened condensed milk, accompanied by a wooden stick
for easier consumption. These contrasting serving styles
result in markedly different visual appearances, explaining
the distinct clusters.

Roti Sai Mai, consisting of spun sugar wrapped in a
soft, sweet roti sheet, shows clustering variation primarily
due to photography choices. While the traditional rolled
presentation is common, our dataset includes numerous
images of unrolled Roti Sai Mai. We hypothesize that users
deliberately unroll the dessert to showcase the distinctive
spun sugar filling, which would otherwise be obscured in its
rolled form, where it might resemble spring rolls.

While the presence of overlapping points between clusters
might suggest flaws in the model’s representation, it is
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important to consider the inherent limitations of visualiz-
ing high-dimensional data in two-dimensional space. The
model’s impressive accuracy of over 98% suggests that
these overlaps are artifacts of dimensionality reduction
rather than classification errors. The primary purpose of this
visualization is to provide insight into the model’s feature
extraction capabilities, demonstrating its ability to identify
and leverage meaningful patterns within THDESS-20.

V. CONCLUSION

This study presents KediNet, a hybrid deep learning archi-
tecture that takes advantage of both ViTs and CNNs for
the Thai dessert recognition task. Comparison against nine
state-of-the-art ViTs and CNNs on our Thai dessert dataset
showed that KediNet working at the 224 x 224 resolution
outperformed all other models at the same and even at the
higher 512 x 512 resolution. This result suggests that even
at the low 224 x 224 resolution, these small deep learning
models still lack the capacity to fully represent the important
visual characteristics of the desserts, and further research
is needed to develop higher-capacity but efficient models.
Analysis of image inference latency suggests that KediNet
can classify an image in less than a second, indicating that it
is practical enough to be used in a mobile application.
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